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Figure 1: How should agentic assistants communicate during long-running multi-step operations? We compare two feedback
strategies: No Intermediate (NI) feedback (top), where the system acknowledges the request and remains silent until delivering
the final result, versus Planning & Results (PR) feedback (bottom), where planned steps and intermediate outcomes are
communicated through synchronized audio and visual updates. The illustrated task exemplifies the multi-step operations
agentic assistants perform, including contact lookup, address extraction, battery check, and charging stop planning. Our study
(N=45) examines effects on perceived latency, trust, task load, and user experience in stationary and driving contexts.

Abstract
Agentic AI assistants that autonomously perform multi-step tasks
raise open questions for user experience: how should such systems
communicate progress and reasoning during extended operations,
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especially in attention-critical contexts such as driving? We in-
vestigate feedback timing and verbosity from agentic LLM-based
in-car assistants through a controlled, mixed-methods study (N=45)
comparing planned steps and intermediate results feedback against
silent operation with final-only response. Using a dual-task par-
adigm with an in-car voice assistant, we found that intermediate
feedback significantly improved perceived speed, trust, and user
experience while reducing task load - effects that held across vary-
ing task complexities and interaction contexts. Interviews further
revealed user preferences for an adaptive approach: high initial
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transparency to establish trust, followed by progressively reduc-
ing verbosity as systems prove reliable, with adjustments based
on task stakes and situational context. We translate our empirical
findings into design implications for feedback timing and verbosity
in agentic in-car assistants, balancing transparency and efficiency.

CCS Concepts
• Human-centered computing! Auditory feedback; Natural
language interfaces; Graphical user interfaces; Collaborative in-
teraction; User studies; Sound-based input / output; Displays
and imagers; Haptic devices.
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1 Introduction
Large language model (LLM) agents are transforming how we in-
teract with Artificial Intelligence (AI) systems, moving beyond
single-turn question-answering to autonomously executing com-
plex, multi-step tasks [1, 31, 75]. These agentic systems decompose
user requests, invoke multiple tools [57], and synthesize results
across extended processing periods; from searching and comparing
flight options to analyzing documents and generating comprehen-
sive reports. This shift from simple query-response to autonomous
task execution introduces fundamental design challenges: How
should these systems communicate their progress to users dur-
ing lengthy operations? When should they provide updates versus
working silently in the background? How much detail is appropri-
ate, and how should feedback adapt to different contexts and user
needs?

These questions become particularly acute in dual-task scenarios
where users engage with AI assistants while performing other
activities Stappen et al. [63]. Consider an in-car voice assistant
that handles complex requests while the driver navigates traffic.
In such context, poorly designed feedback can create dangerous
distractions or cognitive overload [11, 68, 69], while insufficient
communication can result in "ambiguous silence" [81], leaving users
uncertain about system progress and thereby undermining trust
and perceived responsiveness [23, 56, 71].

Currently deployed user-facing agentic systems reveal this gap
through diverse feedback practices. Cursor [21], which reached
one million users within 16 months, operates nearly silently until
completion with details on demand. Manus AI [2] provides verbose
step-by-step narration, while Perplexity [3] previews steps but with-
holds intermediate results. This variability, from minimal to maxi-
mal transparency, highlights the lack of shared design principles
for agentic feedback and underscores the need for open-research
guidelines as user-deployed systems become widespread.

Decades of HCI research have established well-tested princi-
ples for designing system feedback. Yet agentic systems, with their
extended processing and autonomous actions, bring new consid-
erations. First, latency is inherent rather than accidental. Prior
work demonstrates that unexpected delays degrade user experi-
ence [47, 59] and that progress indicators improve perceived re-
sponsiveness [48]. However, in agentic systems, the expanded pro-
cessing time is a consequence of intentionally increased reasoning
and multi-step tool use, posing the question of whether findings on
perceived delay mitigation transfer to waiting time as it becomes
expected. Second, the volume of information generated during
multi-step processing also expands well beyond typical single-turn
interactions, raising questions about cognitive load and informa-
tion distribution [10]. As described, this is particularly critical in
dual-task contexts such as driving, where even lightweight inter-
actions can impair performance. Third, grounded communication
requires evidence of both perception and understanding [4, 9, 20].
In long-running agentic systems, it is unclear whether grounding is
maintained when perception is acknowledged upfront but evidence
of understanding is deferred until the final response, or whether
users expect transparency throughout the process. Finally, trust is
known to be a key factor in human–AI relationships, as it often
determines whether a system is adopted and relied upon [71]. Prior
work shows that transparency mechanisms such as explanations
can foster trust [46, 83]. For agentic systems, this raises questions
about which forms of feedback best support users in calibrating
trust during extended and autonomous processing.

To address the gap between emerging agentic capabilities and
established feedback design principles, we investigate the feedback
design for an LLM-based agentic in-car assistant through a mixed-
methods study (N = 45) in a controlled car simulation environment.
We focus on three critical dimensions: (1) feedback timing —
whether systems should provide intermediate informative updates
during processing or deliver results only upon completion; (2) in-
teraction context— how feedback strategies perform when the AI
assistant is the primary versus a secondary task alongside driving;
and (3) adaptive verbosity — how feedback detail should evolve
with situational demands and long-term use.

Our quantitative experiments reveal that intermediate feedback
consistently outperforms end-only delivery across multiple metrics
and interaction context. Providing planned steps and incremental
results during processing increased perceived speed (3I = 1�01),
improved user experience (3I = 0�54), enhanced trust (3I = 0�38),
and, surprisingly, reduced task load (3I = �0�26) despite multiple
interaction points, compared to silent processing followed by a
comprehensive final response. Complementing these findings, our
qualitative interview analysis uncovers sophisticated adaptation
preferences. Participants envisioned systems that initially provide
transparent, detailed feedback to establish trust, then progressively
reduce verbosity in favor of efficiency as the system proves reliable.
Yet they expected transparency to immediately return for novel,
ambiguous, or high-stakes requests. Preferences varied regarding
context-aware adaptation in social settings and media consumption,
with a consistent desire for simple override controls when automatic
adaptation was unsatisfactory.
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Contribution Statement. Our empirical findings advance agentic
in-car assistant design through: (1) Empirical evidence from a con-
trolled in-car study (N=45) showing that intermediate, informative
updates during extended agent operation improve responsiveness,
trust, and user experience across single- and dual-task contexts; (2)
Adaptive verbosity patterns from qualitative interviews showing
that users desire adaptive feedback detail that decreases as they
experience system reliability over time, but increases situationally
for novel, ambiguous, or high-stakes tasks; and (3) Design impli-
cations for feedback design and adaptation in in-car single- and
dual-task interaction, with potential relevance to other primary-
task systems (e.g., customer support) and dual-task contexts (e.g.,
smart-home assistants while cooking).

2 Related Work
2.1 Feedback Strategies in Current Agentic

Systems
Current systems vary widely from minimal (Cursor [21]) to ver-
bose (Manus [2]) feedback. This diversity reflects different implicit
assumptions about user needs. Cursor’s minimal approach embod-
ies a "stay out of the way" philosophy, prioritizing uninterrupted
workflow over transparency. This implies intermediate details may
distract expert users, and suits contexts where users have estab-
lished trust or where processing steps remain technical rather than
decision-relevant. Manus’s verbose approach implies that trans-
parency builds trust and helps users maintain situational awareness,
though risking information overload. Perplexity’s [3] hybrid strat-
egy, showing plans but not intermediate results, attempts to balance
expectations management with efficiency. These systems exemplify
the diversity of feedback strategies deployed in practice. At the
same time, they also underscore the need for empirically grounded
design principles. With companies rarely publishing their design
rationales or formative studies, the open research community lacks
systematic guidance on how feedback strategies should align with
varying user needs and task contexts.

2.2 Principles from Human-AI Interaction
Research

Grounding and Communication. Research on human–AI commu-
nication builds on foundational studies of human communication
and human teamwork. Grounding communication theory [20] high-
lights that effective collaboration requires maintaining common
ground, meaning shared knowledge, beliefs, and assumptions. This
common ground must be updated continuously, not only about
content but also about the process of interaction. Brennan [14] fur-
ther extends this to human-computer interaction, emphasizing that
people need to be able to seek evidence that they are understood,
with Yankelovich et al. [81] stating that the absence of feedback
leaves the user in an ambiguous silence. In agentic systems, where a
single user request initiates extended multi-step reasoning, ground-
ing becomes more complex. The question is whether continuous
intermediate updates have to be provided or if an upfront indication
of perception with a deferred condensed final answer suffices to
maintain common ground.

Latency andWaiting. Delays in system responses have long been
shown to degrade user experience. Early work demonstrated that
response delays decrease satisfaction [47, 59] and that unexpected
waiting increases frustration [59]. In voice interfaces, such delays
may even lead users to assume the system has failed [56] or that
an error has occurred [23]. Nielsen highlights 10 seconds as an
upper bound for keeping users’ attention during waiting peri-
ods [49, p.135]. Succesful mitigation strategies include progress
indicators [48], conversation fillers [44], and explanations of on-
going processing [83]. While such strategies reduce anxiety and
foster trust, their effectiveness in agentic systems, where latency is
not accidental but an expected and productive aspect of multi-step
reasoning, remains underexplored.

Trust and Transparency. Trust is central in human–AI interaction,
influencing whether users rely on or reject system support [71]. Lee
and See [40] define trust as “an attitude that an agent will achieve
an individual’s goal in a situation characterized by uncertainty and
vulnerability”. In the case of agentic systems, users expose them-
selves to such vulnerability when delegating complex requests to
the system. For trust to emerge and persist, users must clearly un-
derstand what they can expect. Transparency is widely recognized
as a means of fostering trust [46], with explanations that align
user expectations and system behavior [41, 83]. Empirical findings
from human–AI collaboration confirm that transparency enhances
trust, especially when systems make their reasoning explicit [74].
Hoff and Bashir [29] further distinguishes trust in automation into
dispositional trust as the person’s general tendency to trust au-
tomation, situational trust in a given context, and learned trust by
prior experience. For agentic systems, situational and learned trust
are particularly important, as they indicate the need for a dynamic
feedback design. Importantly, in dual-task contexts such as driving,
transparency must be carefully balanced: feedback must establish
trust without overloading cognitive resources.

Human Oversight. Oversight on AI systems encompasses two
concepts: passive oversight (monitoring) and active oversight (hu-
man intervention) [5, 39, 65]. Its primary goal is to enable humans
to detect and correct errors in else autonomous AI decisions, which
remain prone to inconsistency and limited self-awareness under
real-world uncertainty [35]. This human-AI collaboration can lead
to improved agent performance [28], and user control can increase
trust in the system [22]. However, research also highlights critical
limitations: humans often overtrust plausible AI outputs or override
accurate ones, undermining effective human oversight [28]. Addi-
tionally, human involvement substantially increases cognitive load
on them [28]. Therefore, effective oversight requires careful design.
Sterz et al. [65] emphasize that humans need epistemic access, in-
cluding a sufficient understanding of what the system is doing and
why. This requires delivering the right transparency at the right
time and format to support monitoring without overloading cog-
nition, a challenge that intensifies as inter-agent communication
introduces novel threat vectors in safety-critical domains [64]. This
motivates our research question on designing agentic feedback for
clear comprehension.



CHI '26, April 13�17, 2026, Barcelona, Spain Kirmayr et al.

2.3 Feedback under Cognitive Constraints
Multimodal Feedback and Cognitive Resources. Work on multi-

modal feedback highlights strategies for distributing information
across sensory channels. Wickens' Multiple Resource Theory sug-
gests that tasks utilizing di�erent perceptual modalities draw from
separate cognitive resource pools, reducing interference [78]. This
principle proves particularly relevant for in-vehicle interaction,
where auditory-vocal tasks interfere less with vehicle control than
visual-manual ones [30]. However, modality selection involves
trade-o�s: auditory feedback preserves visual attention but lacks
persistence [15], while visual feedback provides spatial detail but
requires potentially dangerous gaze shifts [16]. Oviatt and Cohen
[54] shows that coordinating modalities, using audio cues to direct
attention to visual information, can reduce cognitive load compared
to single-modality approaches. For agentic systems with extended
multi-step feedback, distributing information across modalities over
time without overwhelming any single channel becomes a central
design challenge.

Secondary Task Distraction in Driving and Automotive Interface
Design. Even lightweight activities can impair driving performance:
hands-free conversations shrink the functional �eld of view [7], and
voice-based interactions impose moderate cognitive workload [67�
69]. Driver distraction is a major safety factor in crashes [11], yet
drivers consistently underestimate its impact [77]. Consequently,
automotive HCI research has focused on designing assistants that
minimize distraction through careful modality choice. Speech inter-
faces have been found to generally outperform visual-manual [42]
and touch- or gesture-based [82] alternatives on driving perfor-
mance measures. Braun et al. [13]show that still visualizing natural
language alongside speech improves information recall through
text summaries, while keywords reduce cognitive load and icons
increase attractiveness. Nevertheless, even basic voice interactions,
such as dictating text messages, elevate cognitive workload com-
pared to undistracted driving [43]. More recently, researchers have
begun investigating LLM-powered conversational agents in vehi-
cles. Sorokin et al. [61] examine multimodal systems combining
voice and graphical interfaces, arguing that maintaining mutual
understanding between the user and LLM requires bidirectional
translation: informing users of the AI's focus and changes while
making user actions legible to the model. However, existing studies
largely address short, reactive interactions: command execution,
clari�cation dialogues, or navigation updates. Comparatively little
empirical work examines feedback design for long-running, agentic
in-vehicle assistants that autonomously perform multi-step tasks.

Following Norman's principle that design must align with user
needs and cognitive limits [50], agentic systems must carefully bal-
ance trust-building transparency with cognitive safety. Feedback
strategies should therefore support trust development while min-
imizing distraction, ideally increasing responsiveness perception
and overall user experience.

3 Research Questions
To mitigate the latency of multi-step processing and the larger vol-
ume of information within a single assistant turn, feedback must
be designed to balance responsiveness, trust, grounded communi-
cation, and task load. To guide the design of feedback mechanisms,

we address three research questions within an in-car assistant en-
vironment:

RQ1When should agentic systems provide feedback: how does
the timing of feedback�providing updates during task exe-
cution versus only at completion�a�ect users' perception of
waiting time, overall experience, trust, and cognitive work-
load; and how should feedback timing be adapted over time
and in situational context?

RQ2 How do task complexity and driving demands in�uence
feedback preferences: how do longer processing times and
whether users are actively driving shape preferences for
when and how much system feedback to receive?

RQ3 How detailed should system feedback be: how should the
level of verbosity in system feedback adapt over time as users
become familiar with the system, and how should it adjust
based on situational context to maintain an optimal balance
between keeping users informed, minimizing distraction,
and building trust?

4 User Study
To answer these research questions, we conducted a mixed-methods
user study (N=45). In the quantitative part, we perform a within-
subject lab study focusing on feedback timing e�ects under varying
conditions (RQ1, RQ2). Our independent variables are (1) Feedback
Timing, (2) Task Duration, and (3) Interaction Context. Our depen-
dent variables are perceived (1) Speed, (2) UX, (3) Task Load, and
(4) Trust. The quantitative study design and analysis are detailed in
Section 4.3. Qualitative interviews extend the measured feedback
timing e�ects and focus on adaption preferences for feedback ver-
bosity and timing over time and situational context (cf. details in
Section 4.4).

4.1 Apparatus
4.1.1 User Study Environment. The study was conducted in a con-
trolled car simulation environment (Figure 2). The simulation envi-
ronment used a �xed position, full-frame car mockup. The partici-
pants sat in the driving seat throughout the whole study.

The interaction setup included: (1) a voice user interface provid-
ing auditory feedback via an external speaker, (2) a graphical user
interface on a tablet positioned at the typical in-car center console
location, and (3) a lane-keeping driving simulation displayed on a
vertical screen outside the car-mockup and in front of the partici-
pant at 2.7 meter distance. During the quantitative study (cf. Sec.
4.3.1), participants interacted with the voice assistant in two inter-
action contexts: stationary (single-task), where they sat in the car
without performing the additional lane-keeping task, and driving
(dual-task), where they concurrently performed the driving-related
task. The driving-related task required participants to maintain lane
position by continuously correcting lateral drift. As the steering
wheel in the car mockup (visible in Figure 2) was a non-functional
component, we implemented mouse-based steering input for the
simulation. Participants used mouse clicks to control lateral vehi-
cle position. This arrangement enabled a controlled manipulation
of cognitive load and provided a consistent basis for comparing
feedback preferences between single-task and dual-task situations.
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Figure 2: Study apparatus: 1. Speaker (Voice User Interface), 2. Center Display (Graphical User Interface), 3a. Driving simulation
in the form of a lane-keeping task, 3b: mouse to correct continuous lateral drift for driving simulation.

4.1.2 LLM-based Voice-Assistant System. Our research team had
previously developed a fully functional agentic LLM-based in-car
voice assistant capable of handling complex, multi-step tasks with
real-time intermediate feedback. This system served as the founda-
tion for our study, providing realistic interaction �ows and response
timings.

Based on this, for the user study, we created a prototype in Pro-
toPie and deployed it on a tablet simulating the vehicle's center
display. This study-speci�c LLM-inspired prototype ensured strict
comparability across all conditions in the within-subject design. For
each task con�guration, the target utterance was shown on-screen
for participants to read aloud. The system transcribed the spoken in-
put in real-time and displayed the transcription on-screen, signaling
to participants that their input had been received. Upon receiving
the voice input, the prototype system triggered the corresponding
deterministic interaction sequence, delivering visual and auditory
outputs at �xed timesteps according to the con�guration of one of
the eight interaction tasks (cf. Figure 3 and Figure 4). Thus, unlike
the working system with its dynamic LLM-generated responses,
the study prototype used prede�ned LLM-inspired responses and
�xed response timings to ensure experimental control and repro-
ducibility, while the visible real-time transcription preserved the
experience of interacting with a live system.1

4.2 Procedure
The study was conducted in the car-mockup simulation environ-
ment in-person over two weeks with 45 participants (� 60 min each).
Participants were recruited through a major automotive company's
mailing lists and community channels across multiple departments
to ensure demographic diversity and varying levels of familiarity

1We provide screen videos of the ProtoPie implementation in the supplementary
material.

with LLMs and voice assistants. The study's procedure consists of
three phases: preparation, task execution with interleaved ques-
tionnaires, and post-task interviews.

Preparation. Participants �rst completed informed consent and
a demographic questionnaire covering age, gender, and familiarity
with: LLMs, general voice assistant systems, and the company's in-
car voice assistant. The experimenter then introduced the driving
simulation and center display prototype, with participants train-
ing on the lane-keeping task using mouse clicks to maintain lane
position. Finally, participants were briefed on the capabilities of
an agentic in-car assistant and informed that the study focused on
feedback delivery methods, not AI performance.

Task Execution. Participants then completed eight tasks covering
all experimental conditions. Questionnaires were interleaved at dif-
ferent points during the session to capture the dependent variables,
including perceptions of speed, task load, user experience, and trust
(details in Section 4.3).

Post-Task Interview. Finally, participants were interviewed about
feedback adaptation preferences through three open-ended ques-
tions with follow-up prompts as needed (details in Section 4.4).

Ethics. While formal approval from an ethics review board was
not required in the jurisdiction where the study was conducted, all
procedures adhered to recognized ethical research practices and
the ACM Code of Ethics, including clear participant information,
informed consent, and data protection.

4.3 Quantitative Study
4.3.1 �antitative Experiment Design. To capture the in�uence of
feedback timing, task length and attentional context, we employed a
controlled within-subjects 2� 2� 2 factorial design. The independent
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