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Abstract
Generative AI systems embed and transmit norms, raising critical
questions for creative practice as they increasingly shape cultural
production. This paper examines how creative practitioners per-
ceive and experience normativity when using a text-to-image (T2I)
system based on Stable Di"usion. We asked artists and designers
to create illustrations inspired by two media sources with di"erent
levels of speci!city, and analyzed their process through a mixed
method design combining topic analysis, questionnaires, and semi-
structured interviews. Results show that the studied T2I system
often simpli!ed the topics involved, particularly in low-abstraction
tasks, and that creative practitioners perceived normativity through
stereotypical outputs, invariant patterns, and unsolicited omissions
or additions of details. These tendencies generated a sense of dis-
empowerment, as creative practitioners had to adapt their creative
process and linguistic choices to the system’s constraints. We con-
clude by discussing how transparency and stronger user control
could mitigate these e"ects to make this technology more empow-
ering for creatives and artists.

Résumé
Les systèmes d’IA générative intègrent et transmettent des normes,
soulevant des questions critiques pour les pratiques créatives. Cet
article examine comment les praticiens créatifs perçoivent le com-
portement normatif des systèmes texte-image (T2I) basés sur Stable
Di"usion. Dans une étude expérimentale, des artistes et des desi-
gners créent des illustrations inspirées de deux sources médiatiques
présentant des niveaux de spéci!cité di"érents. Une analyse mixte
combinant analyse des entretiens semi-directifs, des questionnaires
et des images générées montrent que le système T2I étudié simpli-
!ait souvent les sujets abordés, en particulier dans les tâches peu
abstraites, et que les praticiens créatifs percevaient la normativité
à travers des sorties stéréotypées, des motifs invariants, ainsi que
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des omissions ou ajouts non sollicités de détails. Ces tendances
ont engendré un sentiment de desempowerment, les praticiens de-
vant adapter leur processus créatif et leurs choix linguistiques aux
contraintes du système. Nous concluons en discutant de la manière
dont la transparence et un meilleur contrôle utilisateur pourraient
atténuer ces e"ets, a!n de rendre cette technologie plus émancipa-
trice pour les créatifs et les artistes.

CCS Concepts
• Human-centered computing→ Human computer interac-
tion (HCI); • Applied computing → Arts and humanities; •
Computing methodologies→ Arti!cial intelligence.
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1 Introduction
With the rapid proliferation of AI-generated images, the question
of whether these cultural artifacts reproduce normative views has
become increasingly urgent. Generative AI systems tend to reduce
countries and cultures to stereotypical representations1, which is
particularly problematic when such images are used to document
or reinterpret historical events2. Norms in visual representations
shape what is considered acceptable, determine who is represented
andmade visible, and in#uence which perspectives are privileged or
marginalized. Better understanding these normative behaviors, and
how they a"ect the use of these systems by creative practitioners, is
1https://restofworld.org/2023/ai-image-stereotypes/
2https://petapixel.com/2023/05/15/photojournalist-controversially-turns-to-ai-to-
illustrate-inaccessible-stories/

https://orcid.org/0009-0006-7926-6873
mailto:michelle.dutoit@ifi.lmu.de
https://orcid.org/0000-0002-4590-106X
mailto:baptiste.caramiaux@sorbonne-universite.fr
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3845948.3845964
https://doi.org/10.1145/3845948.3845964
https://restofworld.org/2023/ai-image-stereotypes/
https://petapixel.com/2023/05/15/photojournalist-controversially-turns-to-ai-to-illustrate-inaccessible-stories/
https://petapixel.com/2023/05/15/photojournalist-controversially-turns-to-ai-to-illustrate-inaccessible-stories/


IHM ’26, October 19–23, 2026, Villeneuve-d’Ascq, France Dutoit and Caramiaux

therefore emerging as a central concern in HCI research on creative
practices with generative AI (genAI) [11, 15, 34, 38, 39, 49].

In this context, recent work has shown that T2I systems (Dall-E,
Imagen, Midjourney, Stable Di"usion, Parti) misrepresent cultures
and reinforceWestern-centric norms [2, 11], as well as identities. As
an example, these generative T2I systems inadequately represent
South Asian culture by failing to generate culturally speci!c sub-
jects, amplifying hegemonic defaults, and perpetuating stereotypi-
cal tropes [39]. Ethnographic work in Bangladesh further illustrates
how such systems can limit creative ideation and yield distorted
or inaccurate representations for local artists [34]. More broadly,
generative AI technologies constrain representational diversity and
reproduce normative identities and narratives [49], enacting what
Gillespie describes as ‘politics of visibility’ [15]. Collectively, these
studies provide community-driven investigations of T2I systems,
documenting how they embed biases and reproduce normative
patterns that render certain identities and narratives invisible, with
harmful consequences for the a"ected communities. Building on
this work, we examine the normative behavior of T2I systems (in
particular a di"usion-based system) from the perspective of cre-
ative practitioners who are new to these tools and not necessarily
targeted by the norms they convey. Our goal is to understand the
processes through which these norms manifest themselves and
their impact on practitioners.

This work is therefore part of a larger body of research that has
examined how artists develop strategies to integrate these systems
into their work#ows [7, 28, 32, 40, 44]. With the growing adoption
of generative AI, and T2I systems in particular, creative practices
are beginning to evolve in signi!cant ways [7, 44]. A practice of T2I
systems starts to emerge, where creatives design reusable prompt
templates to adapt visual styles [7]. In order to circumvent nor-
mative behaviors, certain artists adjust keywords to better align
outputs with expectations [38], or re!ne prompts iteratively to steer
the model toward desired outcomes [49]. Yet these studies often
center on contexts where intentions are particularly high—either
among experienced practitioners or within communities misrepre-
sented by existing models. As Mahdavi Goloujeh et al. [32] show,
users with highly speci!c intentions frequently struggle to obtain
satisfactory results, while more exploratory engagement can miti-
gate these challenges. This suggests that the speci!city of a task
plays an important role in shaping how creative practitioners expe-
rience normative behaviors in T2I systems and the strategies they
adopt to navigate or resist them, an aspect that remains underex-
plored.

In this article, we address this gap by investigating how creative
practitioners engaging with a text-to-image (T2I) system perceive
and navigate the norms embedded within it across tasks that vary
in speci!city, understood as the level of detail available within the
task. Our research questions are twofold:

• (RQ1) How does the level of task speci!city shape the cre-
ative practitioners’ experience of normative behavior of the
T2I system?

• (RQ2) How do creative practitioners perceive the normativ-
ity of the T2I system, and how does it a"ect them?

To address these research questions, we conducted an experimental
study with 14 creative practitioners, located in Western Europe. We

asked them to use Stable Di"usion, a widely used T2I system, to
create illustrations of a textual story taken from a newspaper and a
soundscape. These two media were used to create two qualitatively
distinct levels of speci!city for the requested illustration task. The
textual story provides speci!c details about the scene to be illus-
trated while the Sound Task leaves more room for interpretation.
We used a mixed quantitative and qualitative method to address the
research questions. To examine RQ1, which concerns the in#uence
of task speci!city on the perception of the system’s normativity,
we carried out a comparative study combining a questionnaire with
an analysis of the topics present in the prompts and the images
generated. We conducted a series of semi-structured interviews
to address RQ2, to investigate the impact of these perceptions on
their creative behavior. Our results showed that it was easier to
control the system in the less speci!c task, and that the system
involved a more radical simpli!cation of the themes addressed in
the more speci!c task. Additionally, we found that participants
perceived the normativity derived from the Stable Di"usion-based
T2I model through recurring, stereotyped patterns, and added or
omitted elements independently of the artist’s indications. The fric-
tion encountered by artists in using the system led to a feeling of
disempowerment on the part of participants, who tended to aban-
don elements that seemed impossible to produce, focused more
on aesthetics than content, and formed compromises. Overall, our
work contributes to the question of normativity in visual generative
AI from a conceptual and practical point of view. It is important to
note that this study is not a systematic evaluation of the T2I model
capabilities and its norms, but an exploration of normative behavior
of genAI, as we only explored one T2I model (Stable Di"usion) and
only conducted our study in Western Europe. Our goal is to provide
insights that will help identify directions for future research on this
topic in HCI.

The structure of this paper is as follows: We begin by reviewing
the state of the art, including prior research on T2I systems in
the creative domain, and normativity in AI. Then, we outline the
methodology employed in our study and detail the approach to data
analysis. The next section presents the study’s !ndings, focusing
on participants’ perception of normativity, and its in#uence on
them. Finally, we discuss the implications of these !ndings for the
community.

2 State of the Art
In this section, we !rst review background work on creative prac-
tices with GenAI-based T2I systems, followed by prior research
that addresses the concept of normativity in these systems.

2.1 Background on T2I for creative practice
As part of research into AI practices in creative and artistic con-
texts [3, 6, 13, 19, 25], recent research has looked in particular at
practices surrounding the use of AI-powered T2I systems in cre-
ative and artistic !elds [7, 33, 40, 44, 46]. Artists who are using
T2I systems do so mainly for ideation and production [40]. They
develop strategies to achieve the desired results, such as creating a
prompt templates and adapting their language to match their expec-
tations [7, 32]. Analysis of human-created prompts led researchers
to propose guidelines for designing them [28].
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Recent research also reported shortcomings in the use of T2I
in creative tasks. One shortcoming is the di$culty of expressing
thoughts in words, which is necessary to create a prompt [33].
More broadly, not all artists may feel comfortable using language
as their primary mode of expression. Another limitation of using
T2I systems is the notion of “concept entanglement”, which refers
to the system’s inability to represent speci!c concepts indepen-
dently of other concepts [44]. McCormack et al. [33] also refer to
this phenomenon, associating it with the fact that the conceptual
understanding for this type of technology is not comparable to that
of humans, creating misunderstandings in the use of these systems.

Finally, recent work by Mahdavi Goloujeh et al. [32] has shown
that the task has an impact. Users with highly speci!c intentions of-
ten struggle to achieve desired outcomes, whereas more exploratory
engagement with the system can mitigate these di$culties.

2.2 Normativity in T2I systems
The concept of norms is related to the moral judgment of what is
conceived as good or bad to do. A recent study on language models
showed that Language Models (LMs) retain norms by clustering
texts categorized as morally good or bad together [45]. In an an-
other study, Gillespie [15] demonstrates that current text-based
generative AI tools do tend to replicate normative identities and
narratives, and when cultural categories and identities were not
mentioned, non-normative alternatives rarely were produced.

In this paper, we are speci!cally interested in normative behavior
of T2I systems. In a recent essay, Donnarumma [11], discusses the
norms imbued in these systems and relate them to their opaque
nature. Because AI technologies are very costly resource-wise, and
rarely open [50], only a small amount of companies can a"ord their
research and development. Therefore these companies have the
power to de!ne the AI aesthetics that grow culturally dominant and
become the norm, what the author called corporate AI aesthetics.
Recent studies have then addressed the question of normativity
in T2I systems through !eld work and empirical studies, raising
concerns about the biased gaze that these systems provide. For
instance, Qadri et al. showed how T2I can reproduce an outsider
gaze for South Asian cultures and they showed how engaging with
communities allowed for designing new assessment methods of
these systems [39]. Similar shortcomings have been observed in
Bangladesh, where T2I systems struggled to capture local cultural
contexts [34]. These skewed perspectives towards Western culture
is not the only normative trends observed in these systems. Such
systems tend to output negative, reductive representations of people
with disabilities which replicate and result in real-world harm [31].
They suggest to focus on creating datasets with better representa-
tion or strive to use Machine Learning (ML) techniques that rely on
less, and better curated, data. Finally, queer people are also subject
to misrepresentation in T2I systems which embed normative values
such as hyper-positivity and limiting the representation of queer
sexuality [49].

Collectively, these previous studies tend to illustrate the values
and culture conveyed by these systems, but less so the processes
through which these normative behaviors operate. Furthermore,
little research has been done on strategies for circumventing these
behaviors. In Taylor et al. [49], the authors showed that queer

artists in their study often repeated prompts to test the model,
devised workarounds for content moderation, and iteratively re-
!ned prompts to achieve their objectives. In another recent study,
Qadri et al. [38] examined how artists appropriate T2I systems
for non-Western cultural expression. They found that participants
developed strategies to circumvent the normative constraints of
these systems, such as testing with multilingual prompts. Artists
also looked for disrupting stereotypical associations by adding or
removing keywords in an A/B fashion, and attempted to bias the
model through the deliberate introduction of their own cultural
norms.

3 Methods
3.1 Participants
We recruited 14 creative practitioners, including one visual artist,
!ve graphic designers and four illustrators, one 3D graphics de-
signer, one communication designer, and two UX designers, who
had a background in illustration. Eight participants identi!ed as
female, one as non-binary and !ve as male. The mean age was 32
years (SD=11.5). They were recruited from the authors’ networks,
and through calls advertised on social media. The participants have
never used, or only tried, generative T2I systems before. The ratio-
nale behind this was to avoid having participants who had already
learned to overcome some of the limitations of generative T2I sys-
tems (as shown, for instance, in [7]), in particular their potential
normative impacts.

3.2 Tasks
Participants were asked to complete two tasks. In each task, they
had to create an illustration from a given source media, using the
T2I system provided (see Section 3.3). In the Story Task, participants
were asked to create an image inspired by a written newspaper
article, which is disclosed in the Appendix B. The story describes a
man in his forties and his grandmother visiting the national parks of
the USA. We chose this story because it represents a grandmother-
grandson relationship with both of older age, which is not often
depicted in illustrations and therefore is di$cult to generate with
generative AI.

In the Sound Task, the participants were asked to create an image
inspired by 30 seconds of audio. The stimulus was a soundscape
where footsteps can be heard on the ground, with surrounding birds
and wind. The Sound Task therefore describes a situation similar
to the Story Task, i.e. people hiking in the great outdoors. However,
the Sound Task is more abstract than the Story Task, in that the
characters and location are left to the participants’ choice.

3.3 Setup
The studywas conducted in two di"erent contexts: in person, where
the !rst author conducted the study on our institution’s premises;
remote, where the !rst author conducted the study using a video
conferencing tool.

3.3.1 In Person. The participants were given a laptop with the
AUTOMATIC1111 Stable Di"usion Web UI [4], which can be seen
in Figure 1. We chose to use Stable Di"usion because it allowed to
be used locally on the computer. This allowed to better handle the



IHM ’26, October 19–23, 2026, Villeneuve-d’Ascq, France Dutoit and Caramiaux

time for image generation, personalizing the interface and make
it possible to not have a restriction of how many prompts the
participants can use. We customized the Stable Di"usion Web UI by
only displaying the functionality of writing a prompt in a text !eld,
clicking the button to generate, and seeing the generated picture.
We chose the model Stable Di"usion XL ([37], downloaded April
5, 2024) since during the time of the project it was the latest and
most downloaded Stable Di"usion model on Hugging Face. The
questionnaire was created with SoSci Survey [23], which follows
German privacy restrictions, and was made available online3. The
sound snippet was played on the laptop given to the participants,
and the article was given to them as a paper copy.

3.3.2 Remote. For recruitment reasons, we also conducted the
study remotely. Gradio [1], used to implement the Stable Di"usion
Web UI, makes it possible to host an online application by creating
a temporary link4. This allowed the application to be shared with
participants. However, the data remained logged on our local com-
puter. The online installation then included the Stable Di"usion
interface con!gured as described above. The other study resources,
i.e. the information letter, consent form, Zoom link, questionnaire,
sound and article, were e-mailed to the participant prior to the study.
The online meeting was hosted by Zoom, using our institution’s
subscription.

3.4 Procedure
The study followed a within-participant design and was reviewed
and approved by the institution’s Research Ethics Committee. The
study had 3 phases: Introduction, Tasks with Questionnaire, and
Interviews. Overall the study lasted about one hour. In the !rst
phase, the participants were welcomed to the study and given the
information letter and the consent form for the study.

In the second phase, the participants were asked to perform two
tasks, which are described above. First, the participants were given
the Sound Task, and then the Story Task. We chose this order, rather
than counterbalancing it, because we did not want the details of the
story to be illustrated to in#uence the illustration of the soundscape,
given that this soundscape was designed to convey the image of
people walking in nature. The goal was to give participants the
freedom to interpret what they heard in an exploratory manner, at
the expense of a risk of an order e"ect between the two tasks.

After each task, they were asked to !ll out a questionnaire about
their experience, process and evaluation of the tool. The question-
naire items are disclosed in the Appendix C.1. Some of the questions
of the questionnaire were taken from the Creativity Support Index
[8], which measures the expressiveness and exploration of the tool,
and from the AttrakDi" standardized questionnaire [18], an estab-
lished UX evaluation tool. Additionally, we added ad-hoc questions
about normativity based on our literature review.

In the third phase, an interview was conducted, which addressed
how they perceived the normativity in the system, speci!cally by
asking how they evaluated their freedom of expression, assistance,
and neutrality of the tool. The interview questions are reported
in Appendix C.2. During the interview, the goal was to initiate a
re#ection about their experience and if they perceived a normative
3via www.soscisurvey.de
4https://www.gradio.app/guides/sharing-your-app

basis from the system. If it was unclear to the participant what was
meant with normative basis, it was clari!ed with “if the system
interpreted the prompt on the basis of certain norms.”.

3.5 Data Collection and Analysis
During the study, we collected the responses to the questionnaires,
the prompts used by the participants, the images generated by Stable
Di"usion from the prompts, and !nally the interview recordings
were collected for analysis. We followed a mixed methods approach
with an explanatory sequential design, analyzing the quantitative
data !rst and following up with the qualitative data to help explain
the quantitative results [9]. We analyzed this data as follows:

• Questionnaire Data. The questionnaire data was analyzed
through !rst and second order statistics to compare the par-
ticipant’s experience, process and evaluation of the tool be-
tween the Sound and the Story Tasks (RQ1). Speci!cally, we
applied an ANOVA test on the questionnaire results with the
(1) the task (Sound, Story), and (2) the questions answered.
The test was applied after normalizing the collected data.

• Prompts and Generated Images Data. We also wanted to ana-
lyze what participants produced during the tasks. There are
no standard methods to analyze prompts and images. Here
we chose to use topic analysis as a way to assess the topics
involved in the production of the illustration. Speci!cally,
we conducted the following analysis:
– Analyzing prompts.We used BERTopic [16], a topic mod-
eling technique based on Large Language Models (LLMs)
that creates clusters of topics from text descriptions (note
that this model was already used to analyze prompts in
T2I in [44]). A dictionary was created with each word that
was used in the prompts. This was done to normalize the
amount of words used by the participants, as these varied
with some using more words and prompts than others.
We then used BERTopic to organize them into topics. The
model automatically groups similar words into coherent
topics.

– Analyzing images. We wanted to reproduce the topic anal-
ysis on images, so that we could compare inputs (prompts)
and outputs (images). To this end, we borrowed themethod
of Luccioni et al. [29], who used a caption generation
model to analyze the content of generated images as a
method to explore social biases in T2I systems. They gen-
erated captions from images with the generative models
ViT GPT-2 Model and BLIP, and computed the likelihood
that a caption uses gender-marked words. Inspired by this
work, in this paper, we used two types of model: BLIP
[24] and Florence-2 [51], to enhance the interpretative
capacity of our method. Both models generated a textual
description of each image. We then used the same analysis
process as described above, generating overarching topics
of the words used in the captions with BERTopic.

The results from the analysis were applied twofold: !rst, as a
means to compare the topics involved between prompts and
images, and second, to assess the tasks by evaluating both
the quantity and nature of themes across the di"erent tasks.

www.soscisurvey.de
https://www.gradio.app/guides/sharing-your-app
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Figure 1: The customized AUTOMATIC1111 Stable Di"usion Web UI.

• Interview Data. The recordings were transcribed and trans-
lated, as the interviews were conducted in English, German
and French. For this, we used Whisper from OpenAI locally
on a secure computer, and reread the transcripts to ensure
its validity. Our research team is #uent in French, English
and German, which allowed us to ensure an accuracy of
the translations. We then analyzed the transcripts using an
inductive thematic analysis, as described in [5]. First, both
researchers familiarized themselves with the data by reading
it several times and adding notes. Then, both researchers in-
dependently created codes, which were a summary of a part
of the data, or a description of the meaning of that part of
the data. These codes were then grouped together to create
a common code book. The two researchers then organized
the codes independently into themes and sub-themes. These
themes were then discussed, re!ned or eliminated until a
consensus was reached.

4 Results
In this section, we present the results of the experimental study. We
start by reporting descriptive statistics about the tasks. Then we
present the results of the analysis of the prompts and illustrations
produced, which provide quantitative accounts of how participants
engaged with the tasks. Finally, we present the results of the the-
matic analysis, which enables us to interpret normativity through
participants’ verbalized experiences.

4.1 Questionnaire analysis
Figure 2 and 3 depict some example images that were generated
from both tasks. From the questionnaire, we found that partici-
pants self-reported that the images generated during the Story
Task aligned less with the expectations than during the Sound Task
(𝐿 (1, 20) = 2.1, 𝑀 < 0.05) and participants felt less creative during
the Story Task (𝐿 (1, 20) = 2.2, 𝑀 < 0.05). This provides insight into
the system’s normative behavior by showing how its responses
di"ered between the Sound Task, which is more open-ended and

less anchored in visual norms, and the Story Task, which required
depicting a motif that explicitly challenged those norms.

Takeaway: The more speci!c task leads to creating images that
are less aligned with expectations, resulting in a feeling of being
less creative.

4.2 Prompt and generated images analysis
We analyze the topical complexity of both the prompts and the
corresponding generated images to (1) determine whether partici-
pants created prompts with higher topical complexity in one task
compared to another and (2) to evaluate whether the images gener-
ated re#ect a level of topical complexity comparable to that of the
prompts used to generate them. To achieve these goals, we used
computational topic analysis (described in detail in Section 3.5).
Prompts and generated image captions were transformed into a
dictionary with all of the words used in the prompts, which was
then used in the topic analysis (see Methods). Table 1 reports the
number of words and topics obtained.

Task Type # words # topics

Sound
Prompts 382 7
Captions (using BLIP) 221 5
Captions (using Florence) 199 6

Story
Prompts 507 16
Captions (using BLIP) 283 6
Captions (using Florence) 260 4

Table 1: Number of Words and generated Topics per Task
and Type

First, we found that participants used more di"erent words in
the Story Task than in the Sound Task (507 and 382, respectively
i.e. +32.7%). We also found a di"erence between the amount of
topics involved in the Story Task and in the Sound Task (16 and
7, respectively, i.e. +128.6%). The di"erence in number of topics
may be linked to the fact that participants used more words in
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Figure 2: Examples of Generated Images during the Sound Task.

Figure 3: Examples of Generated Images during the Story Task.

the second task. However, given that the percentage increase in
the number of topics is greater than the increase in the number of
words, this suggests an increase in topical complexity.

Second, our analysis revealed a reduction in the number of words
between the prompts and the captions generated by BLIP (-42.1% in
the Sound Task and -44.2% in the Story Task) and Florence (-47.9%
in the Sound Task and -48.7% in the Story Task). More importantly,
we observed a decrease in the number of topics identi!ed in the
captions compared to the prompts. While this reduction in topics
was relatively modest in the Sound Task (from 7 to 5 topics in BLIP-
generated captions and from 7 to 6 topics in Florence-generated
captions), the decrease was more signi!cant in the Story Task, with
topics reducing from 16 to 6 in BLIP-generated captions and from
16 to 4 in Florence-generated captions.

Figures 4 and 5 depict the topics extracted from prompts and both
BLIP- and Florence-generated captions for both tasks. The topics
extracted from the captions generated for the images in the Sound
Task by BLIP and Florence are overlapping topics extracted from
prompts (Figure 4), indicating that the system does not operate
simpli!cation or signi!cant change of topics between the prompts
and the generated images. The topics extracted from the captions
generated for the Story Task images by BLIP and Florence showed a
substantial reduction compared to the prompts (Figure 5). Notably,
topics that provide more speci!c descriptions of the images, such
as adjectives, weather, and actions (e.g., viewing and traveling),
were absent. This suggests that participants faced constraints in

generating detailed and speci!c prompts, as the resulting images
appeared overly generalized.

Figure 4: Sound Task Topic Analysis Results with Overlaps.
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Figure 5: Story Task Topic Analysis Results with Overlaps.

Takeaways: For tasks involving non-abstract concepts, such as
the situations and characters required in the Story Task, the Stable
Di"usion model tends to simplify the intended representations, pro-
ducing visual outputs that are less detailed than the textual inputs.
The lower expectations reported for the Story Task in previous
section can be understood, at least in part, as a response to this
simpli!cation.

4.3 Interviews
Previous analyses o"ered insights into the system’s normative be-
havior by examining how participants engaged with the tasks and
how the system responded. In this section, we present !ndings
from a thematic analysis, which provides a deeper interpretation of
normativity through participants’ verbalized experiences. Speci!-
cally, two key themes emerged from the interviews: participants’
perceptions of the system’s norms and how they impact their be-
havior.

4.3.1 Perception of the System’s Norms. Our !ndings indicate that
participants noticed stereotypical behavior exhibited by the system,
identi!ed normative patterns through its invariant responses, and
attributed the system’s normative behavior to omitted details in
prompts or additional details introduced by the system.

Normativity in stereotypical representations. First, participants
identi!ed the system’s normative behavior as coming from stereo-
typed, biased imagery. P11 pointed out, she could see the norms
in the way an old lady was pictured, or how a mountain is gener-
ated, which “was very much like a stereotype of what a mountain
is, or what a stereotype of what the grandma is. Which is norm.”. In
addition, P6 highlighted that the system “conveys the western cul-
ture norms, middle class” and has “like a commercial, low key visual
culture.”. This observation is in line with previous work that has
studied the biases and stereotypes inherent in generative models,
such as Luccioni et al. [29] who showed the biases linking gender
and profession, or Qadri et al. [39] who showed the Western view
on South Asian culture conveyed by these systems.

Normativity in invariant patterns. The participants saw repeated
patterns as another manifestation of the system’s normative behav-
ior. Several participants, including P3, P4, and P7, observed that all
the images shared certain commonalities, while having di$culties
to articulate these patterns as P3 explained: “I can’t say why. But
simply because [with] all the pictures, there is a certain something that
every picture had in common.”. P4 described that he thought they
were similar patterns in the images, in terms of the composition,
layout, and perspective: “I have the feeling that portraits always
look very similar from the layout. And other scenes too, there are
often very classic, central one third perspective.”. P14 had the strat-
egy of probing perceived patterns by repeating the same words in
prompts and inspecting invariants in the images generated: “[I]
repeated often the same prompt and looked at whether something
changed and most of the things stayed the same and are probably
these conventional things.”. A similar strategy was highlighted by
Salvaggio [43] or Gillespie [15], who explored the emergence of
patterns in T2I systems through repetitive prompting. According to
Salvaggio, identifying these invariants can provide insights into the
underlying training data, where strengths in generation correlate
with prevalent elements in the training set, and weaknesses re#ect
areas where the training data is sparse. Overall, invariants convey
norms.

Normativity in the omitted details. We found that participants
perceive normativity in the system’s behavior through details spec-
i!ed in the prompts but ignored by the model. P14 noted that even
when she included speci!c details in her prompts, these elements
were consistently excluded from the generated images. Further-
more, attempts to elaborate on details and use more descriptive
or complex prompts proved ine"ective, as reported by P2, P3, P5,
and P14. For example, P2 explained “And then the prompt became
more and more complex and longer. And the more complex the prompt
became, the more often things were left out.”. The omitted details
concerned the male character who was often omitted and mainly
represented as having the same age as the older woman, as P12
described “I then also included, for example, an adult man and there
was practically no second person included”. The details in the prompt
guiding the perspective of the shot were also omitted, as it is often
shown in the third person: “I was trying to have the point of view of
the dashboard from the backseat with the faces illustrated in the mir-
rors. (...) I didn’t get any rear view mirrors” (P11). Finally the details
related to the visual style were also omitted, as P11 described: “The
division of the layout, the line trace, like the line style, even the colors
at some point, I couldn’t really !nd a way to tell it to create black and
white for a speci!c area and colors for another. All of the details I was
trying to put in the second prompt, I felt like they were dismissed”.

The topic analysis (reported in Section 4.1.2) supports the par-
ticipants’ perception and shows that the speci!c topics left out
are, for example “Age and Generations”, including words like “old”,
“grandma”, and “aged”, and the topic “Re#ections”, including words
like “mirror” or “re#ection”, illustrating the omitted perspectives.

P5 argued that this omission of details highlights the system’s
lack of neutrality: “in my opinion my prompt was not neutral, be-
cause my prompts were generated in my head and the interpretation
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of the tool is also not neutral, because it either intentionally or unin-
tentionally left some details out.”. According to P5, a truly neutral
tool would faithfully generate all elements speci!ed in the prompt.

Normativity in the added details. Consistent with the omission of
details, participants theorized that the system performed better with
less speci!ed prompts, as too many details in prompts were often
ignored. P8 and P12 observed that when fewer details were included,
the system generated imagery that conformed more closely to
normative representations: “I didn’t write that the grandma has to
have white hair. I just said an old woman wearing a "ower dress
and glasses. But for example, white hair was probably the cliché
picture. And the other man, funnily enough, although I didn’t describe
an age or anything else, he was just as old as her.” (P12). Other
participants highlighted speci!c assumptions related to age and
race. For instance, the man depicted alongside the grandmother
was consistently rendered as being either of a similar age or the age
of a child, and the grandmother was exclusively portrayed as being
of Caucasian origin. P8 for example commented “The interpretation
it takes it’s not so precise, although I already tell him it’s a 40 years
old guy, it makes him look really old, so then I stop caring about it.”
For P2, using less speci!c prompts became a deliberate strategy to
probe the system’s normative biases: “In the second task, I actually
also tried to be super unspeci!c, so that I might also overstrain the AI,
because what comes out is less expected, and that’s what worked.” He
distanced himself from the concept of generating a grandmother
and grandson, opting instead to create abstract and non-normative
content.

4.3.2 Impacts of System’s Normativity. The aim of this researchwas
to understand the impact of system normativity on participants and
how it might govern their behavior. Our results suggest that there
is a sense of disempowerment among participants, who describe
feelings of powerlessness and wanting to surrender. Participants
were forced to compromise on their initial concept and try to !nd
a satisfactory outcome within the norms.

Feeling of disempowerment. Some participants reported feelings
of powerlessness in controlling the system’s outputs. P14 said: “So
you could say that I assisted the tool, but I don’t know if the tool
needed it.”. In response to this perceived lack of control, a common
strategy was to give up e"orts to in#uence uncontrollable aspects:
“I would rather say I gave up. The system didn’t understand it. Or
it hasn’t learned enough yet. So if you look at from the training
data, then it does not have the data at all. So it doesn’t matter how I
communicate with the system, because the data is just not there.” (P1).
The participant attributed the system’s limitations to its inability
to generate abstract content, instead producing only conventional
layouts. P8 also described giving up on aspects she could not control:
“So I start using some words once I !nd out, for example like its ability
is not so good when generating human faces and I don’t care about it,
so I start typing something else like focusing on the image for example
like the styles and the big picture that I want to present, for example
like grandma and grandson they’re working together, but I don’t focus
on the face”.

This feeling of disempowerment was stronger in the more spe-
ci!c task (Story Task), which was supported by the questionnaire
results revealing that the images generated in this task were less in

line with participants’ expectations than in the Sound Task. Simi-
larly, the drastic reduction in the number of subjects in the analysis
of the subjects in the Story Task, from 16 subjects to 6 (BLIP) and
4 (Florence), shows a limitation of the participants in what they
were able to generate. This suggests that users may forgo e"orts
to create non-normative content due to the inherent challenges in
achieving such outputs.

Making compromises. A common strategy observed among par-
ticipants involved compromising between their original concepts
and the system’s capabilities, as P2 explained “So I then thought
about what is, so to speak, expectable, what the program does and
how can I adapt my concept so that I get an outcome, that there is
a compromise between what I imagine and what the program does.”
These participants appeared to expect normative content from the
system and adjusted their concepts to align with what they believed
the system could produce e"ectively. Similarly, P11 employed a
strategy of compromise by lowering her expectations: “And then
when I started using the program and realized the types of images
that I was receiving, it made me re-adjust my expectations. And I
mean, watching the prompt being generated, (...) I always had another
image in mind [than] the one that was generated. And I was trying to
expect something.”. Participants adjusted their prompt language by
relying on conventional descriptions that they believed the system
would better comprehend, as P10 put it: “conventional pictures or
descriptions, for example, (...) family photos in the regular shot, the
family members looking in the camera”. Or participants adjusted the
framing of outputs to conceal the system’s limitations. For instance,
P8, dissatis!ed with the system’s rendering of faces, opted to either
zoom out or focus closely on speci!c features, thereby achieving
outputs that met her expectations more e"ectively.

A di"erent compromise was also explored by abandoning any
pre-existing concept and exploring what the system could gener-
ate, as P2 described: “And for the second time it was rather that I
realized that it won’t illustrate what I want anyway so then I’d rather
be surprised and see if anything cool comes out”, explaining that
he challenged the T2I system with abstract and unconventional
prompts.

This compromise led to an iterative process, described by P1, P4,
P8, P10, and P12. As P10 explains: “From the images that it proposed
to me, I tried to make them evolve, but in the same direction. In fact,
it proposed images of a road with a landscape. And so I tried to make
this image evolve, but still looking at the road with the landscape.”.
Participants noted that the system in#uenced them in a way that
they tended to stay within the concept suggested by the !rst image
and simply iterate on it.

Takeaway: The system’s normative behavior is perceived through
invariant patterns, stereotypical outputs, and the omission or ad-
dition of details. These behaviors have concrete e"ects, including
eliciting feelings of disempowerment among users and forcing them
to make compromises in both visual creation and the language em-
ployed to interact with the system.

5 Discussion
In this paper we conducted a mixed methods study investigating
the perception and impact of the normativity of generative AI tools,
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speci!cally Stable Di"usion. We structure our discussion in three
sections, discussing the impact of the tool’s default behavior, the
improved transparency of the prompt, and the creatives’ sense of
powerlessness. Finally, we present the limitations of our study.

5.1 Beyond default standpoints
Our study examined how creative professionals - users speci!cally
targeted by T2I systems — experienced normative depictions pro-
vided by such systems. These normative behaviors were perceived
as stereotypical representations. In practice, normative behaviors
were perceived as stemming from the system autonomously de-
ciding to omit or add details, which was further supported by the
topic analysis revealing a higher reduction in topics during tasks
involving narratives with context and character development. This
reduction re#ects a simpli!cation of visual representation, favor-
ing default depictions, or, as Salvaggio put it, repeating the un-
conscious assumptions that are embedded into human-assembled
datasets [43].

As Gillespie emphasized, defaults are signi!cant because, even
when users can explore alternatives, they tend to adhere to default
options [15]. These default options lead to the reproduction of lim-
ited perspectives, thereby restricting the visibility of alternative
viewpoints and identities. The study of Mack et al. [31] supports
this, as the participants found that the T2I models did not display
adequate diversity by default. They highlighted that there is a ne-
cessity for diverse output by default, as prompt engineering is not
obvious or possible for everyone. In the more general context of
creativity-support tools, Li et al. [25] discuss the case of artists who
use the default abstractions of the tools and are able to ‘make do’
with them, taking what is immediately available, but not being able
to explore other possibilities.

Default options in generative systems often embody implicit
cultural and political biases [11], e"ectively imposing speci!c stand-
points on users. For example, they may reinforce narrow stereo-
types, such as depicting relationships between older women and
middle-aged men through a particular lens, or portraying grand-
mothers uniformly as short-haired Caucasian !gures, sometimes
accompanied by a cane. These biases are not only embedded in the
technology itself but can also be exacerbated by artistic practices.
Some artists, for instance, rely on standardized prompt templates
in their work#ows, as documented by Chang et al. [7], further
perpetuating and amplifying these default assumptions.

Research recommendation. We argue that it is essential to
advance research on the default behaviors of text-to-image gener-
ation systems and to explore strategies for moving beyond these
default viewpoints. On the one hand, default perspectives arise as
a byproduct of the stochastic nature of model inference. By lever-
aging, rather than averaging out, this stochasticity, it is possible to
circumvent these inherent biases. A recent study by Qadri et al. [38]
illustrates this approach, showing how artists iteratively repeated
prompts to bypass culturally normative outputs. More broadly, it
shows the need for further research on designing with the inherent
uncertainty of these systems [14]. On the other hand, enabling
deeper interaction with training data and learning procedures
may help creatives push beyond default representational stand-
points [12]. Techniques such as LoRA [20], Custom Di"usion [22],

or DreamBooth [42] allow di"usion models to be !ne-tuned on
small curated datasets and have been shown able to reshape the
aesthetics of speci!c concepts. However, it remains unclear to what
extent such !ne-tuning methods can meaningfully counteract the
socially embedded representations and biases present in large-scale
pretrained models.

5.2 Towards prompt transparency
The system’s deviations from participants’ prompts made partici-
pants re#ect on the decisions performed by the system. Speci!cally,
the system often removed certain details from the textual descrip-
tions while adding others without explanation. This led one par-
ticipant to question: "Wouldn’t a neutral generative system be one
that transparently interprets textual descriptions without omissions
or additions?" This comment highlights the importance of prompt
transparency. The goal of such transparency is to enable relevant
stakeholders to develop a accurate understanding of the system’s
capabilities, limitations, mechanisms, and methods for controlling
its outputs [12]. It allows to increase the control the user has, as
well as enable appropriate levels of trust which allows to accurately
judge the bene!ts but also the shortcomings of AI output [27].

This alignswith prior research on explainability and transparency
inAI [27, 47], which has emphasized documentation [35], interaction-
focused approaches [26], counterfactual analysis [36], and black-
box explanation tools [30, 41], as means to foster transparency. Rele-
vant to prompt transparency, existing techniques such as LIME [41],
SHAP [30], and neural integrated gradients [48] have been em-
ployed to enhance transparency in language models by highlighting
signi!cant tokens in the input that contribute to a given output.
Extending these techniques to T2I models could help highlight
omitted elements in prompts. However, a complementary approach
is needed to explicitly identify and make transparent the details
added by the system. One potential solution is the use of generated
captions to highlight discrepancies between the input prompts and
the outputs.

Research recommendation. Overall, transparency has pri-
marily been investigated in high-stake application domain, and we
believe that it needs to be better tackled in the creative domain
because this domain shapes the cultural fabric of our societies. In a
recent study, artists also discussed the bene!t of transparency in
fostering creative practice while informing about the appropriate
uses of T2I [46]. Researching prompt transparency can enhance
understanding of the limitations and capabilities of T2I models, en-
abling their more e"ective application and appropriation as creative
tools, medium, and cultural instruments.

5.3 Disempowerment
The creatives who took part in our study often expressed frustra-
tion when using the system, and some felt powerless to control
it. Mahdavi Goloujeh et al. who studied the prompt journey of ac-
tive Midjourney users, also described frustration as a challenge in
use [32]. When users had focused objectives and well-de!ned vi-
sions, they often experienced frustration when the system failed to
generate important elements of their visions. The feeling of frustra-
tion and powerlessness is linked to a loss of user autonomy. We see
this as an interesting contrast, as generative AI systems are often
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marketed as empowering tools, enabling their users to perform a
task much better and faster. For example, Stability AI claims “Stable
Di"usion is a text-to-image model empowering billions of people to
create stunning art within seconds.” 5. In our study, the participants
had a high level of visual literacy, and felt limited by what could
be generated, perceived as normative. Our hypothesis is that they
have the expertise to quickly detect conventional and stereotyped
layouts, images and compositional choices. Naive users, who lack
visual literacy, will be less aware of these limitations and are more
likely to feel empowered by a T2I model. This hypothesis remains
to be further researched.

Disempowerment through generative AI is not a topic much
explored yet. Previous research did show a disempowerment of
communities through the output of T2I models perpetuating neg-
ative stereotypes and narratives of marginalized groups [31, 39].
More generally, the feeling of disempowerment, and a loss of auton-
omy can create a chilling e#ect, as expressed by Jiang et al. [21], and
dissuade creatives to be involved in the development of creative-
centered AI tools. The “democratization of art” is negated through
the harms these technologies bring to the creative community. Re-
cent advancements that o"er users greater control, such as the
!ne-tuning methods discussed above, represent a promising direc-
tion. However, these approaches also introduce new challenges,
including the extensive tinkering needed to identify e"ective adjust-
ments [10]. Emerging models such as Gemini 2.5 Flash Image (Nano
Banana) similarly provide enhanced control over the generation
process, yet they come with their own limitations: being propri-
etary, they restrict opportunities for further !ne-tuning, hinder
explainability, and limit transparency.

Research recommendation. This feeling of disempowerment
goes against an important objective of system design, that a tool
should empower the user to allow them to achieve their goals [25].
Li et al. argue that it is important to investigate how a tool in#u-
ences the creative situation, beyond the usability and functionality.
Therefore, an important research challenge is to investigate more
closely the construct of disempowerment in genAI-based creative
tool practice.

5.4 Limitations
Normativity is a challenging concept to research. This is because
we all are participants in our own normative environments, which
we are bound to [17]. To mitigate this and still get a satisfactory
study design we focused on a very speci!c norm, which is the depic-
tion of a grandmother-grandson relationship of an older grandson,
which is not a normative depiction often found in illustrations and
thus di$cult to generate with generative AI. We believe that the
study already provides useful insights, but a more thorough study
involving a better control of the normative framework should be
considered. In addition, we would like to highlight the exploratory
nature of our work. Our study has limitations in investigating only
one T2I model (Stable Di"usion), having a limited sample of par-
ticipants, and being conducted only in Western Europe. We do not
position our study as a de!nitive commentary on this or other T2I
models, but to raise awareness that with the use of T2I models,

5https://stability.ai/news/stable-di"usion-announcement

the generated imagery will be limited by a normative basis. An-
other limitation that we would like to highlight are the models
that we used for the topic analysis and image captioning have their
own biases and own normative grounds, which we are not able
to control for. We tried to compensate these by using two models
for the image captioning. Also it has to be noted, that the images
simpli!ed the prompts, and also the generated captions were a sim-
pli!cation of the images. So while the captions captured the topics
of the images, they also contributed to the overall simpli!cation.
Another approach to the topic analysis that could be considered
is an analysis by multiple people who classify the topics they see,
and analyzing these. Further research is needed to addressed these
limitations and advance the research on normativity in AI-powered
text-to-image generative models.

6 Conclusion
In this paper, we researched the questions if normativity of gen-
erative AI systems, especially in Stable Di"usion, is perceived by
creative practitioners, and how it impacts them, depending on the
tasks’ speci!city. We designed a study where creative practitioners
were commissioned to create images with generative AI, with the in-
spiration of two di"erent media of di"erent levels of abstraction.We
found that participants perceived the system’s normativity through
invariant patterns, stereotypical output, and the omission or addi-
tion of details by the system. Participants were impacted by feelings
of disempowerment and making compromises to achieve a better
result. Through our topic analysis, in which we analyzed the topics
used in each task and generated in the images, we found that tasks
involving non-abstract concepts, Stable Di"usion tended to simplify
representations by leaving out situational and character-speci!c
features. Following these conclusions, we discussed research di-
rections on the normative behavior of generative AI systems in
order to better understand its consequences, !nd alternatives to the
opacity of these systems and make its use by creatives and artists
more responsible.
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A Participants’ Background and Attitude
towards Generative AI

See Table 2.

B Story Task Article
93-year-old grandmother and grandson complete goal of vis-
iting all 63 U.S. national parks

By Caitlin O’Kane (CBS News)
By the time she was 85 years old, Joy Ryan of Duncan Falls, Ohio,

had never seen the ocean or mountains. Now, she’s 93 years old and
has seen every corner of the U.S. – after visiting all 63 U.S. National
Parks. Joy went on the epic journey with her grandson, Brad Ryan,
now age 42, who was !rst inspired to travel with is grandmother
in 2015.

"When I learned she had never seen the great wildernesses of
America – deserts, mountains, oceans, you name it – I thought that
was something that would haunt me if I didn’t intervene in some
way," Brad told CBS News in October 2022.

So, Brad decided to take her to the Great Smoky Mountains
National Park, and that trip sparked an idea. "The more I kept
reading about the parks and I saw how close they were to one
another, that we could make this giant loop, it became an obsession,"

Brad said. "And all I could think about was, ’I’ve got to see
Grandma Joy at Old Faithful, I’ve got to see her at the Redwoods,
I’ve got to see her at the Grand Canyon. I just have to do this, I
just have to have those memories for my own long-term happiness.
I think we’re two peas in a pod when it comes to just our desire
for travel, adventure, connection.’” The pair started planning road
trips, hitting multiple parks each time they embarked on the road.
While the pair have found themselves on many adventures during
their travels – whale watching in the Channel Islands and seeing
larger-than-life trees in the Redwood Forest – some of their best
moments happen in the car.

"We hit the road together and we start talking about our lives,"
Brad said. "And she told me things in her 80s and 90s about her
life, some of the di$cult things that she’s been through, that she’s
never spoken to anybody in here life. And I was able to open up to
her about some of the trials and tribulations of my own life. That’s
what, I think, is so powerful about the open road, is that you only
can drive so far before those memories start to creep forward."
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Participant ID Professional Background Attitude
1 3D Designer Critical
2 Illustrator Critical
3 UX Designer Critical
4 Graphic Designer Neither enthusiastic nor unenthusiastic
5 Graphic Designer Enthusiastic
6 Graphic Artist/ Illustrator Critical
7 Illustrator Neither enthusiastic nor unenthusiastic
8 UX Designer Neither enthusiastic nor unenthusiastic
9 Graphic Designer/ Artist Enthusiastic
10 Communication Designer Neither enthusiastic nor unenthusiastic
11 Illustrator Neither enthusiastic nor unenthusiastic
12 Graphic Designer Enthusiastic
13 Artist Neither enthusiastic nor unenthusiastic
14 Illustrator Critical

Table 2: Professional Background of Participants and their attitude towards T2Is

Strongly
Dis-
agree

Neither
Agree
nor Dis-
agree

Strongly
Agree

I don’t
know

-2 -1 0 1 2 -7
Table 3: Response options

C.2 Interview Questions
• Could you describe how free youwere to generate the images
that you envisioned?

• Would you say that you assisted the system more than used
it to assist you in creating the illustration?

• Did you have any problems in generating something that
you wanted?
– What were you not able to generate?
– Why did you think it was not possible to generate what
you wrote?

– Howdid you change your process to achieve an illustration
that satis!ed you? particularly if you tried to have a more
abstract / literal description?

– Did you get an understanding of what worked and what
didn’t?

– Would you qualify the illustrations from the system as
neutral or not? With neutral means that the generated im-
ages of the system do not lean to a certain perspective, but
allow to show any perspective.

– Could you explain?
– Do you think it could be that the system interpreted your
prompts with a certain perspective that can be normative?
↑ Yes

· Which norms do you think the system conveys?
· How did these norms then in#uence you throughout
your process?

· Did you feel the need to overcome or go around them?

ID Statement Measure
1 The images produced by the system

aligned with what I expected.
Alignment

with
Expectations

2 The uncertainty of what the system gener-
ates was pleasant.

Uncertainty

3 I followed one speci!c concept to achieve
a satisfactory result. (With concept is meant
the ideas and plans in mind of what to illus-
trate)

Planning

4 I was not able to generate the concepts I
had in mind with the system.

Expression
#1

5 I was able to be creative while doing the
task with the system.

Expression
#2

10 I felt that during the task, the generated
images were conventional. (Conventional
means in accordance with what is generally
done or believed.)

Originality

6 The images produced by the system were
a literal interpretation of my prompts.

Interpretation
#1

7 The images produced by the system in#u-
enced what I wanted to illustrate.

In#uence

8 It was easy for me to explore many di"er-
ent concepts using the system.

Exploration

9 I felt that the generated images portrayed
a conservative view. (Conservative means
averse to change or innovation and sticking
to traditional values.)

Conservativeness

Table 4: Questionnaire

· To what extent do you think the images generated
convey a moral judgment about the concepts you
wanted to illustrate?

↑ No
· Why do you think so?
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· What do you think was the reason that the system
did not understand your prompts?

• The last question is to debrief you. So in literature it has been
shown that tools have a certain normative ground from its
design as they only have certain capabilities that are in#u-
enced by the norms of their designers. In our research we
wanted to investigate this normative ground from generative
AI and speci!cally text-to-image systems. What do you think
about how this system a"ected you?

D Topics from Sound Task

Name Representations
Connectives & Adverbs there, theres, or, also,

such, and, besides,
that weird, it

Terrain wood, trees, soil,
forest, grass, dirt,
land, sand, corn!eld,
ground

Weather & Light sunset, night, dusk,
summer, shining,
rain, sunny, sun,
sunlight, dark

People the, human, an, david,
witch, people, her,
person, persons

Walking activities hiking, hike, walking,
walk, walks, hiker,
hikers, strolling, trail,
backpack

Visual Media Types photographic, photo-
graph, comic, scene,
image, book, camera,
photographed, photo-
realistic, illustration

Colors color, colors, red,
green, grey, blue,
black, white, purple,
pink

Table 5: Prompts

Name Representations
Prepositions around, near, close,

back, between, in, it,
under, over, at

Terrain beach, lake, moun-
tains, hiking, moun-
tain, ocean, tracks,
road, walking, rocks

Weather & Light sun, shadows, sky,
light, cloud, dusk,
sunset, dark, fog,
shining

Visual Media Types drawing, design,
painting, diagram,
object, illustration,
image, images, photo,
pictures

Postures & Objects feet, sitting, bench,
standing, chair, hold-
ing, hands, shoulder,
scissor, knife

Table 6: BLIP

Name Representations
Terrain road, hill, backpack,

running, backpacks,
mountain, pyramid,
street, mountains,
climbing

Groups & Locations bunch, set, at, go-
ing, covered, in,
up, around, under,
through

Visual Media Types windows, computer,
rendering, drawing,
view, screen, window,
image, 3d, painting

Colors dark, colorful, col-
ored, pink, black,
blue, red, night,
white, green

Animals cows, animals, cow,
seagull, birds, bird,
horse, butter#y, dog,
butter#ies

People an, the, her, woman,
his, person, him

Table 7: Florence
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E Topics from Story Task

Name Representations
Prepositions by, behind, with, on, from,

through, in, out, back, of
Creative Processes draw, symbolizing, artis-

tic, blend, goal, surreal,
depicting, illustration, im-
age, painting

Age old, grand, aged, 90, age,
93, 85, 63, years, grandma

Pronouns their, the, they, them, we,
my, his

Body Parts hands, hand, oil, arms,
arm, holding, shoes,
brakes, hat, legs

Quanti!ers two, multiple, one, each,
many, want, randomly,
more, any, some

Nature nature, trees, tree, forests,
#ower, plants, birds, bird,
!shers, jungle

Mountainous Landscapes canyon, mountains,
mountain, scenery,
landscape, park, parks,
landmarks, deserts, lake

Comparative Phrases like, that, or, only, such,
but, just, and

Positive Emotions joy, happiness, feelings,
joyful, happy, smiling,
feel, feels, love, laughing

Size huge, tiny, small, big, thin,
towering, giant, curvy,
minimal, little

Re#ections re#ect, re#ection, mir-
rors, sunglasses, shades,
shadows, night, sunset,
panoramic, sky

Observation show, showing, shown,
see, seen, appear, visible,
shows, watching, look

Colors color, smoky, colorful,
beige, colors, grey, black,
green, blue

Travel travels, journeys, travel,
visited, visiting, trip, visit,
journey, walking, explo-
ration

United States us, usa, american, states,
national, united, ohio

Table 8: Prompts

Name Representations
Outdoor Locations pier, road, beds, trail,

park, parked, area, house,
street, highway

Pronouns it, its, the, they, several
Clothing shoes, wearing, sun-

glasses, scarf, dress,
boots, lace, laces, jacket,
shirt

Visual Media Types image, pictures, illus-
tration, images, photos,
photo, picture, painting,
view, drawing

People her, sister, girl, boy, some-
one, person, group, peo-
ple, woman, baby

Colors colorful, red, green, pur-
ple, blue, black, pink,
white, brown

Table 9: BLIP

Name Representations
Numbers an, two, the, three, each,

four, of, six
Nature canyon, river, forest,

woods, hiking, moun-
tains, mountain, horses,
trees, desert

Visual Media Types book, illustration, scarf,
laces, illustrations, shoe,
shoes, photos, pictures,
pointing

Creatures bird, creature, alien,
aliens, praying, sunset,
spider, stars, moon, worm

Table 10: Florence
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